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Introduction -
One Dimensional NLSE: «
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Introduction

Numerical Method:
E Discretization

oV .
=L =F() = i@V + (V(e) + s| ) 85).
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E Fourth order Runga-Kutta in time
. oAt
\Ifj+1 ~ \Ijj + F (kl + 2]{72 + 2k3 - k4)7

At
kl = F(\IJ;L), ]{72: P-‘(\Ij;L —|— 7]€1>,

At
ks = F(V7 + 7/ez), ky= F(V% + Atks).

E Second order Central Differencing in Space
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E Important Parameters: h = Az, k = At, tena, N



CUDA and MATLAB

CUDA: MATLAB:

AUses A Used by many
C/C++/FORTRAN scientists

A GPU vs CPU AEase of use
AGPU cards are A Easy Visualizations

designed to be A
massively parallel Cut down

A Potential to be MUCH development time
faster

The combination of both has great potential




CUDA and MATLAB Linux Setup

A Download A Problems with
necessary drivers installation:
from Nvidia -Cuda A Remember pathnames
website: A Need to add:
A Need to know Abnvopts.shbd

version of your OS A dviakefile 6

A Install in order: A Need to compile each
A CUDA Driver file prior to running.

A CUDA Toolkit Ao/ | 6 VoSl
A CUDA-Matlab Plugin
A CUDA Visual Profiler



CUDA and MATLAB Linux Setup

A Makefile : A nvopts.sh:
Achange O6your fRichek 6r38 or 64

to Input your own

6.cud file bublt name
A Check matlab -
location A Check for correct
A Matlab T default pathnames to f||e

A Matlab r2008a

A On Konsole in as done N
directory: Makefile
A $make -compiles

A Run program in
Matlab



CUDA Visual Profiler

A Visual Profiler Uses

A Setup: Download from
Nvidia site and unzip
A For Linux: Redo
library location
A Mkdir usr/lib/ cudaprof
A Cp *so*
/usr /lib/ cudaprof
A ./cudaprof
A Run visual profiler
A Set paths/directory
A Arguments
A Maxtime

«™ Session settings &

Session | Configuration

Session Name: Sessionl
Launch: | "fusrflocal/bin/matiab”

Working Directory: fhome/USERNAME/DIRECTORY/

Arguments: -nojvm -nosplash -r the_zcr'rpq
Max. Execution Time: | 300

Run in separate window.

Start Cancel

Secs




@ File Profile Session Options Window Help

CUDA Visual Profil_er

E = DA =2l Pro o i3 = ]
D e B >
- @z Fle  Profile Session Options Window Help E
e Profiler Output | Summ - ) — —
NLSE1D GPUmat_en D @ B
gpumat2_1 »
Sessionl " :
Sessionl L2 a1 Frofile da m ?5
e File Profile Session QOptions Window Help E |
T - —
0 w >
cuda_v3 I Profiler Output I Summary Table l GPU Time Summary Plot | GPU Time Width Plot ]
MLSE1D_GPUmMat_en -
gpumat2_1 Method | #Calls | GPU usec | CPU usec | 2% GPU time |
5essionl0 1 fcompute_F 3683 309605 366905 42.77
Sessionll
2 |eval_utmp 2762 18459.2 22869.2 25.5
3 |kcollecter 2762 16635.3 20772.3 2298
4 |take_step 920 6083.65 7508.65 8.4
5 |memcpyHtoD 30 159.808 247.808 0.22
6 |memcpyDtoH 18 83.392 368.392 0.11
:
Close pro _
2
3 | 4

Close project 'untitled'




Mex Implementation

VERSION 1: Call to F of NLS contained in mex file.
This requires 4 cuda memory transfers per time step.

F(Ureal , Ui mag, V, éé
for(n = 1...tes) ( J . )
cudaMemcpy( Ureal , &l,cudaMemcpyHostToDevice );
Utmp =U cudaMemcpy( Uimag, &,cudaMemcpyHostToDevice );
k t ot = F(6é )- cudaMemcpy( V , NNcidaMemcpyHostToDevice );
— *
Et?"‘?np i L2 l;—t(Oté ) dim3 dimBlock (128):
U Emmmme > | dim3 dimGrid (N/ dimBlock.x +1);
k tot = k_tot + 2*ktmp ( )
Utmp = U+ (k/2)*ktmp compute_step <<<dimGrid,dimBlock > >>( é) :
kKt mp = F( &)=
k_tot = k_tot + 2*ktmp cudaMemcpy( Freal , € N ¢cudaMemcpyDeviceToHost );
U_tmp - U+ k*ktmp cudaMemcpy( Fimag, é N cudaMemcpyDeviceToHost );
k_tot = k_totoe

New time step:

0.865 B CUDAVT

m MEX
VERSION 1 RESULTS: ]10'19? @ SCRIPT

0 50 100 150 200 250

Time (sac)




Mex Implementation

VERSION 2: Steps computed in mex file for a chunk of time steps.

for (chunk _count = 1:numframes){¢é

cudaMemcpy(Ureal , éN, cudaMemcpyHost ToDevi

cudaMemcpy (Ui mag, €N, cudaMemcpyHost ToDevi

cudaMemcpy(V, e* N, cudaMemcpyHopst ToDevi ce)

dim3 dimBlock(128);

dim3 dimGrid(N/dimBlock.x +1);

for (j = O; j<chunk_size -1 j++)
compute F <<<di mGrid, di mBllock>>>(¢&)
eval ut mp <<<di mGrid, di mBllock>>>( ¢&)
compute F <<<di mGrid, di mBllock>>>( ¢&)
kcoll ecter <<<di mGrid, di mBllock>>>(¢)
eval ut mp <<<di mGrid, di mBllock>>>( ¢&)
compute F <<<di mGrid, di mBllock>>>( ¢&)
kcoll ecter <<<dimGrid, di mBljlock>>>(¢€)
eval _ut mp <<<di mGrid, di mBllock>>>(¢€&)
compute F <<<di mGrid, di mBllock>>>(¢€&)
kcoll ecter <<<di mGrid, di mBllock>>>(¢€)
take step <<<di mGrid, di mBllock>>>(¢€&)

}

cudaMemcpy(Ureal , eéN, cudaMemcpyDeviceToH

cudaMemcpy (Ui mag, €N, cudaMemcpyDeviceToH

épl ot or save current U



Mex Implementation

VERSION 3:Same as Version 2 but utilizing shared memory

Version 2 Compute F:

__global__ void compute F ( é)
int 1 =
blockldx.x  * blockDim.x+threadldx.x
if( I >0&%& 1 <N-1)
fNLSFr[i]=Fr( 1) é
fNLSFi [i]= Fi(i) é

ift i ==0|
NLSFr [ i ]
NLSFi [i]

About 10 global memory accesses

About 2 global memory accesses

__global__ void

__Shared__ float
__Shared__ float

int j=
blockldx.x
int 1 =

if(j<N)

sUtmpr [i] =
sUtmpi [1] =
___syncthreads

0

if (j >0 && j <

if( i>08&&
fNLSFr [ ]
fNLSFi [ ]
else

fNLSFr [j]=Fr(

7 fNLSFi [j]=

]
]

compute F ( € )

sUtmpr [BLOCK_ SIZE];
sUtmpi [BLOCK_SIZE];

* plockDim.x+threadldx.x :
threadldx.x :

fUtmpr [j];
fUtmpi [j];

- 1)
| <blockDim.x -1)
= Fr_shared (i) é
= Fi_shared (i) é




Timings of F calls

20000 steps, 10 frames

Computation Time vs. Vector Length
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Mex Implementation ssocar

VERSION 2 and 3 RESULTS

No Speedup Observed
Version 3 best bet
Vectors too small?

N MEX CUDAv2 CUDAvV3
525 0.8 3.6 24
1049 15 5.9 3.9
2623 3.8 12.9 5.5
5245 7.6 24.5 9.5
7867 11.4 36.1 13.6
—— MEX
10489 15.2 47.6 17.6
—=— CUDAVZ2
CUDAV3 52444 77.4 234.6 84.1
\
104888 | 161.6 468.6 167.0
CUDA Version 3 Speedup
1.2
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Timings of F calls

Time (sec)
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N
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200 aome. 2 rames | MIEX IMplementation  seocar
VERSION 3 RESULTS
Computation Time vs Vector Size X MEX ") CUDAvV3S |, Speedup

525 0.0160 | 0.0920 | 0.1739

5245 0.0780 | 0.1720 | 0.4535

Nl 52444 | 0.7780 | 0.9200 | 0.8457

//v 524439 | 26.3250 | 10.0670 | 2.6150

1048877 | 52.6710 | 16.6710 | 3.1594

—— MEX 1101321 | 60.2310 | 14.9800 | 4.0208

—=— CUDAv3 1153764 | 57.8320 | 18.3550 | 3.1507

/ . 1311096 | 65.6820 | 24.9630 | 2.6312
./-\f

/ Speedup of CUDA Version 3
| |

o
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Speedup observed for very large N

For 1D, useless, but for 3D very useful!
l.e. 100x100x100 = 1000000
What about a better card/longer run? 0

Speedup
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Timings using walltime
(tic;compute;toc;)
200 steps, 1 frame

VERSION 3 RESULTS

Time (sec)

Computation Time vs Vector Size
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Much better results
Even better for long runs:

Steps: 10000

N: 524439
MEX: 1372 sec
CUDAv3: 21 sec
Speedup: 65 (1)

MeXx Implementation sz car

N MEX CUDAvV3 | Speedup
525 0.8590 1.1000 0.7809
5245 1.1270 1.1030 1.0218
52444 2.0820 1.2190 1.7080
131110 7.8556 1.4411 5.4511
262220 16.6640 1.8229 9.1415
393329 24.7270 2.1965 11.2575
524439 32.8210 | 2.5522 | 12.8599
1311096 81.1213 47716 17.0009
2622191 162.9860 8.5810 18.9938
Speedup of CUDAV3
20
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14 /
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GPUmat Implementation

What is GPUmat?

N GPUmat a |
standard

| oWwWSs

MATLAB code

A = GPUsingle (rand(100));
B = GPUsingle (rand(100));
C = A+B;
D = fft(C);

% executed on GPU.
% executed on GPU

% A is on GPU memory
% B is on GPU memory

Executed on GPU

A = single(rand(100));
B = single(rand(100));
C = A+B;
D = fft(C)

% executed on CPU.
0% executed on CPU

% A is on CPU memory
% B is on CPU memory

Executed on CPU




GPUmat Implementation

Benefits and Key Features

AGPU computational power can be easily accessed from
MATLAB without any GPU knowledge.

AVIATLAB code is directly executed on the GPU. The
execution is transparent to the user.

AGPUmat speeds up MATLAB functions by using the GPU
multi-processor architecture.

AExisting MATLAB code can be ported and executed on
GPUs with few modifications.

ASupport real/complex types



GPUmat Implementation

GPUmat Setup:
Steps to follow:
1. Download a folder from GPUmat website

2. Set path in Matlab to this folder

(assumes that CUDA and Matlab have been installed properly)

3. T@RUstartd Matlab command window



GPUmat Implementation

Performance Test 1



